
Data and File Structures 
Chapter 8 
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Cosequential Processing and the 

Sorting of Large Files – 1 



Definition 

• Co-sequential operations involve the 
coordinated processing of two or more 
sequential lists to produce a single output list. 

• This is useful for merging (or taking the union) of 
the items on the two lists and for matching (or 
taking the intersection) of the two lists. 

• These kinds of operations are extremely useful in 
file processing. 
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Matching I 

• Adams 
• Carter 
• Chin 
• Davis 
• Foster 
• Garwick 
• James 
• Johnson 
• Karns 
• Lambert 
• Miller    

• Adams 
• Anderson 
• Andrews 
• Bech 
• Burns 
• Carter 
• Davis 
• Dempsey 
• Gray 
• James 
• Johnson 
• Katz 
• Peters      
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Matching Names in Two Lists 
• We assume no duplicate name and the lists are sorted 



Matching  II 

Synchronization 

• Let Item(1) be the current item from list 1 and Item(2) 
be the current item from list 2. 

• Rules: 

– If Item(1) < Item(2), get the next item from list 1. 

– If Item(1) > Item(2), get the next item from list 2. 

– If Item(1) = Item(2), output the item(1) and get the 
next items from the two lists. 
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Merging  I 

• The matching procedure can easily be modified 
to handle merging of two lists. 

• An important difference between matching and 
merging is that with merging, we must read 
completely through each of the lists. 

• However, we have to recognize when one of the 
two lists has been completely read and avoid 
reading again from it. 
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Merging II 

Synchronization 

• Let Item(1) be the current item from list 1 and Item(2) 
be the current item from list 2. 

• Rules: 

– If Item(1) < Item(2), output item(1) and get the next 
item from list 1. 

– If Item(1) > Item(2), output item(2) and get the next 
item from list 2. 

– If Item(1) = Item(2), output item(1) and get the next 
items from the two lists. 
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K-Way Merge Algorithm 

Let there be two arrays: 
• An array of k lists and 
• An array of k index values corresponding to the current 

element in each of the k lists, respectively. 
Main loop of the K-Way Merge algorithm: 
• Find the index of the minimum current item, minItem 
• Process minItem(output it to the output list) 
• For i=0 until i=k-1 (in increments of 1) 

– If the current item of list i is equal to minItem then 
advance list i. 

• Go back to the first step. 
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A Selection Tree for Merging Large 
Number of Lists 

• The K-Way Merging Algorithm just described works well 
if k < 8. 

– Otherwise, the number of comparisons needed to find the 
minimum value each step of the way is very large. 

• Instead, we can use a selection tree to determine a 
minimum key value more quickly. 

• Merging k lists using this method is related to log2 k (the 
depth of the selection tree) rather than to k. 
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A Selection Tree (Minimum Key) 
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An Efficient Approach to Sorting in 
Memory – 1 

• When we previously discussed sorting a file that 
is small enough to fit in memory, we assumed 
that: 
–We would read the entire file from disk into 

memory. 
–We would sort the records using a standard 

sorting procedure, such as quicksort. 
–We would write the file back to disk. 

10 



An Efficient Approach to Sorting in 
Memory – 2 

• If the file is read and written as efficiently as 
possible and if the best sorting algorithm is used, 
it seems that we cannot improve the efficiency 
of this procedure. 

• Nonetheless, we can improve it by doing things 
in parallel. 
– we can do the reading or writing at the same time as 

the sorting. 
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Overlapping Processing and I/O: 
Heapsort – 1 

• Heapsort can be combined with reading from 
the disk and writing to the disk as follows: 
– The heap can be built while reading the file. 
– Sorting can be done while writing to the file. 

• Heaps show certain similarities with selection 
trees, but they have a somewhat looser 
structure. 
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Overlapping Processing and I/O: 
Heapsort – 2 

• Heaps have three important properties: 
– Each node has a single key and that key is 

greater than or equal to the key at its parent 
node (min-heap). 

–A Heap is a complete binary tree. 
• All levels of the tree, except the last one, are fully 

filled, and the nodes of last level are filled from 
left to right. 

– Storage can be allocated sequentially as an 
array with left and right children of node i 
located at index 2i and 2i+1 respectively. 
• Pointers are unnecessary. 
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A Heap 
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Building the Heap 

Insert(NewKey) { 
• if (NumElements=MaxElements) return false 
• NumElement++ 
• HeapArray[NumElements]= NewKey 
• int k=NumElements; int parent; 
• while (k>1) // k has a parent 

{ parent=k/2 
   if (Compare(k, parent) >= 0) break; 
   else Exchange(k, parent); 
           k=parent} 

• Return true} 
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Example of Heap Building 
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 Deleting the Root from the Heap 

Remove() 
• val=HeapArray[1]; 
• HeapArray[1]=HeapArray[NumElements]; 
• NumElements--; 
• int k=1; int newK; 
• while (2*k <= NumElements){ 

– if (Compare(2*k, 2*k+1)) < 0) newK=2*k; else 
newK=2*k+1; 

– if (Compare(k, newK) <0) break; 
– Exchange(k,newK); 
– k=newK;} 

• return val;} 
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Heap Sorting 

• There are three repetitive steps involved in 
sorting the keys: 
-Determine the value of the key in the first position 

of the heap (i.e., the smallest value). 
-Move the largest value in the heap (last heap 

element) into the first position, and decrease the 
number of elements by one. At this point, the heap 
is out of order. 
- Reorder the heap by exchanging the largest element 

with the smaller of its children and moving down the 
tree to the new position of the largest element until 
the heap is back in order. 
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Building the Heap while Reading the 
File I 

• Rather than seeking every time we want a new record, 
we read blocks of records at a time into a buffer and 
operate on that block before moving to a new block. 

• The input buffer for each new block of keys becomes 
part of the memory area set up for the heap. 

– Each time we read a new block, we just append it to the end 
of the heap. 

• The first new record is then at the end of the heap array, 
as required by the insert function. 

• Once a record is inserted, the next new record is at the 
end of the heap array ready to be inserted as well. 
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Building the Heap while Reading the 
File II 

• Reading block saves on seek time, but it does not allow 
to build the heap while reading input. 

• In order to do so, we need to use multiple buffers: as we 
process the keys in one block from the file, we can 
simultaneously read later blocks from the file. 

• Note: since building the heap can be faster than reading 
blocks, there may be some delays in processing. 

20 



Overlapping Input with Heap Building 
in Memory 
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Heap Sorting while Writing to the File 

• The smallest record in the heap is known during the 
first step of the sorting algorithm. 
• Therefore, it can be buffered until a whole block is known.  

• While that block is written onto the disk a new block 
can be processed and so on. 

• Since every time a block can be written to disk, the 
heap size decreases by one block, that block can be 
used as a buffer. 
- i.e., we can have as many output buffers as there are blocks 

in the file. 
• Since all the I/O is sequential, this algorithm works as 

well with disks and tapes. 
- As well, a minimum amount of seeking is necessary and thus 

the procedure is efficient. 
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