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Organizing Files for Performance: 

Internal Sorting & KeySorting 



Outline 

• We will be looking at four different issues: 

–Data Compression: how to make files 
smaller 

–Reclaiming space in files that have 
undergone deletions and updates 

– Sorting Files in order to support binary 
searching  Internal Sorting 

–A better Sorting Method: KeySorting 
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Finding Things Quickly I: Overview I 

• The cost of Seeking is very high. 

• This cost has to be taken into consideration when 
determining a strategy for searching a file for a 
particular piece of information. 

• The same question also arises with respect to sorting, 
which often is the first step to searching efficiently. 

• Rather than simply trying to sort and search, we 
concentrate on doing so in a way that minimizes the 
number of seeks. 
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Finding things Quickly II: Overview II 

• So far, the only way we have to retrieve or find 
records quickly is by using their RRN 

- in the case of fixed-length records. 

• Without a RRN or in the case of variable-
length records, the only way, so far, to look for 
a record is by doing a sequential search.  

- This is a very inefficient method. 

• Now, we are interested in more efficient ways 
to retrieve records based on their key-value. 
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Finding things Quickly III: Binary 
Search 

• We assume that the file is sorted and we are 
looking for record whose key is Kelly in a file 
of 1,000 fixed-length records. 
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Finding things Quickly IV: Binary Search 
versus Sequential Search 

• Binary Search of a file with n records takes O(log2n) 
comparisons. 

• Sequential search takes O(n) comparisons. 
• When sequential search is used, doubling the 

number of records in the file doubles the number of 
comparisons required for sequential search. 

• When binary search is used, doubling the number of 
records in the file only adds one more comparison to 
our worst case. 

• However, in order to use binary search, the file first 
has to be sorted. 
- This can be very expensive.  
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Finding things Quickly V: Sorting a Disk 
File in Memory 

• If the entire content of a file can be held in 
memory, then we can perform an internal sort. 

- Sorting in memory is very efficient. 

• However, if the file does not hold entirely in 
memory, any sorting algorithm will require a large 
number of seeks. 

- Thus, sorting would be extremely slow. 

- Unfortunately, this is often the case, and solutions 
have to be found. 
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Finding things Quickly VI: The limitations of 
Binary Search and Internal Sorting 

• Binary Search requires more than one or two accesses.  

- But accessing a record using the RRN can be done with a 
single access. 

- We would like to achieve RRN retrieval performance while 
keeping the advantage of key access.  

• Keeping a file sorted is very expensive. 

- In addition to searching for the right location for the insert, 
once this location is founds, we have to shift records to open 
up the space for insertion. 

• Internal Sorting only works on small files 
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Finding things Quickly VII: KeySorting 

• When sorting a file in memory, the only thing that 
really needs sorting are record keys. 

• Keysort algorithms work like internal sort, but with 2 
important differences: 

– Rather than read an entire record into a memory 
array, we simply read each record into a temporary 
buffer, and extract the key and then discard. 

– If we want to write the records in sorted order, we 
have to read them a second time.  
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Example of KeySorting 
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Finding things Quickly VIII: Limitation of 
the KeySort Method 

• Writing the records in sorted order requires 
as many random seeks as there are records. 

• Since writing is interspersed with reading, 
writing also requires as many seeks as there 
are records. 

• Solution: simply write back the sorted index 
to another file (i.e. index file) 
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Example of Index File 
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• Use keynode array to create an index 

file instead 



Finding things Quickly IX: Pinned Records 

• Indexes are also useful with regard to deleted 
records. 

• The avail list contains information on the physical 
information of unused records. 

– In such a file, a record is said to be pinned. 

• These unused records cannot be moved since 
moving them would create dangling pointers. 

• Pinned records make sorting very difficult.  

– One solution is to use an ordered index and not to move 
the records. 
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