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Introduction

. Gameplaying: Seguence of moves to win a game
- Robot in a maze: Sequence of actions to find a goal

- Agenthas astatein an environment, takes amctionand
sometimes receiveewardand the state changes

- Creditassignment
- Learn a policy
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Single State:ddrmed Bandit

- AmongKlevers, choose o | @ Lever
the one that pays best machine Lever 2
Q(a): value of actiora e
Reward IS, | @ rowk
SetQ(a) =r,

Choosa’ if

Q@’)=max, Q(a)

- Rewards stochastic (keep arpectedeward). "

Q..(a)« Q(a)+#lr..(a)- Qa)



- Elements of RL *

(Markov Decision Processes)

. § : State of agent at time
- a,: Action taken at timet

- Ins, actiona, is taken, clock ticks anewardr,,, Is
received andstate changes (&,

- Nexi state prob:P(s ., 5. 8 )

- Reward probp (r,,]| S, &)

nitial state(s), goal state(s)

- Episode (trial) of actions from initial state to goal
- (Sutton and Barto, 1998; Kaelbling et al., 1996)




Example: Student Markov Chain
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Policy and Cumulative Reward

Policy, p:S- A a =p(s)
Value of a policy,  y» (St)
Finite-horizon:

( ) E[t+1 t+2 +3 +rt+T] Eea. t+|u

ei=1

Infinite horlzon
g

E[rt+1+g-t+2 +gzrt+3 +3 ] Eea gl r-t+|u

St
0¢ g<1 isthe discount rate
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_maXEert+1+ga. gl t+|+1u
i=1 u

—mataxE[rt+1+9V (5..0) S i vl yOy ¢

v (s[)=mqax% ol 08 M l5.8) (5.

S+

V*(s[):maxQ (s,a) Value ofa, ins
Gl

|- OO

Q(s.a)=Hr..]+9a Pls.|s 2 )maxQ (s...a.)
S+ =
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Model-Based Learning

- EnvironmentP(s.:1 S, a ). pli: | 5 &) IS Kkiiown
- There is no need for exploration

- Can be solved usirdynamic programming
. Solve for

|-O0OO

V(§)=m % o]+ 08 Plsal 5 A (5. )

- Optimal policy
p*(a)=ar9;ﬂa>% C e a[]+ga Sl s.a M (5t+1)

1-O0OO
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’ Value lteration

Initialize V' (s) to arbitrary values
Repeat
For all s S
Forallae A
Q(s,a) «— Elr|s,a] +~ Zsfes P(s'|s,a)V(s)
V(s) «— maxq Q(s, a)
Until V(s) converge
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Policy lteration

Initialize a policy =« arbitrarily
Repeat
T e— 7
Compute the values using =« by
solving the linear equations
VT (s) = Elr|ls,m(s)] +~ Zsfes P(s'|s, m(s))V™(s")
Improve the policy at each state
7'(s) «— arg maxq (E[r|s,a] +~ Zsfes P(s'|s,a)V7T(s"))
until = = =’

17;



Modekiree Learning

Monte-Carlo Learning
. Episode update

. Episode reward state value
function
MC(Monte -Carlo) episode
- Online episode

Temporal Difference Learning

- Time step update
. Episode DP time step
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| Temporal Difference Learning

- Environment,P (S| S, &), P (rz1| S, &), IS not
known; modeHree learning

- There Is need for exploration to sample from
P(S[+1| S[’ at) andp (rt+1| S[’ at)

- Use the reward received in the next time step to update
the value of current state (action)

- Thetemporal differencebetween the value of the
current action and the value discounted from the next

State

13
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Exploration Strategies

. sgreedyY 2 A0K LINJ ¥ SOFadda S 2 Y €
uniformly; and choose the best action with p#l

. Probabilistic: P(aIS): expQls. a)

IIA

a ,_exp Q(s, b)

- Move smoothly from exploration/exploitation.
=5 o ORb | éPa| 53_ exp|Qls,a)/ 7]
- Annealin ConA

g 3 bzlexp[Q(s, b)/ T]
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Deterministic Rewards and Actions

Q(s.a)=Hr..]+9a Pls.ls 2 )maxQ (s.1.8.)
St : +1

- Deterministic: single possible reward and next state

As.a )=l +grgg>Q(s+1,a+1)

used as an update rule (backup)

Qs &)« Ty +gmads . 3.)
Starting at zeroQ) values increase, never decrease
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| 2YaARSNI 0KS @FtdzS 2F | OUAz2y
If path A is seen first, Q(*)=0.9*max(0,81)=73
Then B Is seen, Q(*)=0.9*max(100,81)=90
Or,
If path B is seen first, Q(*)=0.9*max(100,0)=90
Then A is seen, Q(*)=0.9*max(100,81)=90
Q values increase but never decrease
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Nondeterministic Rewards and Actions

- When next states and rewards are nondeterministic (there is
an opponent or randomness in the environment), we keep
runningaveragegexpected values) instead as assignments

- Q-learning(Watkins and Dayan, 1992).

D

Qs a)« Qs )+, gmadls., a.)- s .a)
- Off-policyvs onpolicy (Sarsa

. Off-policy: the best next action is used without using the policy
- On-policy: the policy is used to determine also the next action

- LearningV (TDlearning: Sutton, 1988)
V(g)« V(g)+hlr., +v(s.0)- V(s))

OO

L7,



- Q-learning

Initialize all Q(s,a) arbitrarily
For all episodes

Initalize s

Repeat

Update Q(s,a):
Q(s,a) — Q(s,a) +n(r+~

!9 — rgf

Until s is terminal state

max,s Q(s',a’)

Choose a using policy derived from @, e.d., e-greedy
Take action a, observe r and s’

~ Q(s.a))
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Initialize all Q(s,a) arbitrarily
For all episodes
Initalize s

Choose a using policy derived from @,

Repeat
Take action a, observe r and s’

e.g., e-greedy

Choose o’ using policy derived from @, €.9., e-greedy

Update Q(s,a):

Q(s.a) — Q(s,a) + n(r +7Q(s, )

! !
-9{'_-5 5 ﬂ-*:_a-

Until s is terminal state

~Q(s.a))
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Eligibility Traces

The previous algorithm are orstep

time-step
Keepa record of previously visited states (actipns
- n-step update
gl If s=5 and a=a,
& (sa)=]

tgé (sa) otherwise

0: = ﬁ(st +1’at+1) 7 Q(S[ ’at)
As.a)« As.a)+h @lsa) sa Lo o




Al g [

Initialize all Q(s.a) arbitrarily, e(s.a) «— 0,Vs, a
For all episodes
Initalize s
Choose a using policy derived from @), e.g., e-greedy
Repeat
Take action a, observe r and s’
Choose a' using policy derived from @, e.g., e-greedy
b —r+~vQ(s",a") - Q(s.a)
e(s,a) — 1
For all s, a:
Q(s,a) — Q(s,a)+ noe(s,a)
e(s,a) «— yAe(s, a)

s«— s, a—a

o

Until s is terminal state
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~ Generalization

Tabular:Q(s, a) orV (s) stored in aable
. #states and #actions are largéd, the size of table is quite large
. States and actions may be continuous
. The search space is largé too many episodes may be needed

Regressor: Use a learner to estim@l¢s, a) orV (s)
E'(d)=[r. + As1.84) - As @)
DA =A[r,, + gAS0.301)- A58 )P4 As a)
Eligibiliy
Dd=#h ¢&
0: :rt+1+@(3t+1’at+1)' Q(St ’at)

e =g é.,+b,Qs.a)withe, all zeros
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Deep Q Networks (DON)

Playing Atari with deep
reinforcement learning

. Input data law pixel Sy ¢
. Convolutional neural " 1
network function
approximator
. ExperienceReplay —— ;

238
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- Deep Qlearning

Algorithm 1 Deep Q-learning with Experience Replay
Initialize replay memory D to capacity N
Initialize action-value function ¢) with random weights
for episode = 1. M do
Initialise sequence s; = {r;} and preprocessed sequenced ¢y = ¢(s1)
fort =1.7T do
With probability € select a random action a;
otherwise select a; = max, Q*(¢(s:),a;0)
Execute action a; in emulator and observe reward r; and image x;
Set s+ 1 = 84, a4, 111 and preprocess ;11 = O(S441)
Store transition (¢, az, r¢, ¢p1) in D
Sample random minibatch of transitions (¢;, a;,r;, ¢;4+1) from D

Set y/; ={ T | for terminal ?ﬁjﬂ.
’ r; +ymaxe Q(@j41, a';f) for non-terminal ¢
Perform a gradient descent step on (y; — Q(¢;, a;: 19)}2 according to equatinn
end for
end for

Li (6:) = Evanp) | (5= Q (5,0:6))°)]

Vo, Li (0:) = Eqampiyiwrme | (r+ymaxQ(s',a's0i-1) = Q(s,a:600)) Vo, Q(s, 0 6:)|
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Partially Observable States

- The agent does not know Iits statieut receives an

observation p(o,,, s,&) whichcan be used to infer a
belief aboutstates(belief stats,b,a State Estimatoy

- Partially observable
MDP
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